In Defense of Invariantism About Moral Responsibility

In a recent paper
, Joshua Knobe and John Doris argue that most philosophers who are working to find a set of conditions for moral responsibility are utilizing a research program that is guided by two assumptions:

Invariantist Assumption (IA)  
There is a single set of conditions for moral 






responsibility that applies in all cases.


Conservativist Assumption (CA)
The conditions for moral responsibility 






should accord with all (or most) of our 






ordinary judgments about the 
conditions 






under which an agent is morally 







responsible.

IA is a metaphysical claim about the existence of a single set of necessary and sufficient conditions for being a morally responsible agent.  CA, on the other hand, is a methodological claim about how we are to go about discovering that set of conditions.  The assumption is that the conditions of moral responsibility can be discovered by considering our ordinary judgments and that the correct criteria set should leave those judgments about responsibility largely unchanged.


Given a large and growing body of literature on the psychology of responsibility attribution, however, Knobe and Doris argue that ordinary judgments of moral responsibility do not utilize a single set of conditions in all cases.  

Empirical Conclusion (EC)


Empirical studies of ordinary judgments of 






responsibility attribution reveal that there is 






no single set of conditions under which we 






attribute responsibility.
Knobe and Doris then argue that given the Empirical Conclusion, we are stuck with a dilemma.  We can continue to hold that there is a single set of conditions of moral responsibility, but in doing so we would have to give up a methodology that assumes that there is a single set of conditions that accords with our ordinary judgments.  On the other hand, we can continue to use a methodology that consults our ordinary judgments in order to find the conditions for responsibility, but in doing so, we would have to abandon the assumption that there is a single set of conditions given the Empirical Conclusion.  More succinctly: given EC, we can retain IA only if we abandon CA and we can retain CA only if we abandon IA.

I will argue that the psychological literature cited by Knobe and Doris does not warrant the Empirical Conclusion. Contrary to Knobe and Doris’s claim, those philosophers who are committed to both IA and CA (call them ‘Standard Theorists’) need not revise their research program in light of the current empirical literature.  In Section I, I will explain both the Invariant and Conservativist Assumptions and show how Standard Theorists adopt them.  In Section II, I will briefly review some of the relevant literature that Knobe and Doris cite in support of the Empirical Assumption.  In Section III, I will show that the empirical literature fails to meet two important criteria that are necessary for an empirically informed view of responsibility: what I will call conceptual integrity and conceptual consistency. Further, I show that the manner in which a large number of these studies are designed precludes them, even in principle, from supporting the Empirical Conclusion.  I conclude that while the Empirical Conclusion may be true, the studies that Doris and Knobe have provided thus far do not support it.  
I.  Invariance and Conservatism

An invariantist theory of responsibility is a theory that says that the conditions under which a person is morally responsible are universal and exceptionless; they apply to everyone.  Invariantist theories therefore demand that when making judgments of moral responsibility, we should always use the same criteria.  Knobe and Doris draw the distinction this way:

[A]n invariantist theory might say:



(1) ‘No matter who we are judging, no matter what the circumstances are, 


always make moral responsibility judgments by checking to see whether 



the agent meets the following criteria…’


By contrast, it would be a rejection of invariantism to say:



(2) ‘If the agent is a friend, use the following criteria…, but if the agent is 


a stranger, use these other, slightly different criteria…’

Whereas an invariantist theory gives us a rule that says we should apply the same criteria of moral responsibility to everyone in every case, a variantist theory of responsibility gives us a rule of responsibility attrubtion, but one that says that different criteria are relevant depending on various features of the agent under consideration and relevant contextual features.

One way to distinguish these two sorts of theories is to say that an invariantist theory states conditions of responsibility that are universal in that they apply to all agents, whereas a variantist theory is not universal.  Another way to distinguish these two theories is to say that invariant theories are exceptionless whereas variant theories are not. This, of course, does not mean that on an invariantist theory, everyone is morally responsible.  It is consistent with an invariantist theory to hold that only some persons are morally responsible.  Rather, invariantist theories are exceptionless in that they hold that the same criteria apply to all agents.  But even if some persons fail to meet these conditions (either at a time or permanently), the criteria still applies to them.  It is in this respect that invariantist theories are exceptionless.  Furthermore, invariantist theories are not committed to the claim that there cannot be different kinds of responsiblility.
  There can be many ‘kinds’ of moral responsibility so long as the conditions for each kind apply to everyone who is that ‘kind’ of morally responsible.  Nor does an invariantist theory exclude the possibility of an agent having an excuse or justification that would mitigate blame.  Again, so long as the conditions under which a person is excused or justified apply to everyone in every case, an invariantist theory can account for this.
  

Knobe and Doris provide three examples of invariantist theories.  Incompatibilist theories claim that moral responsibility is always incompatible with determinism.  There are no circumstances, so the theory goes, in which a person who is determined might be morally responsible for their character or behavior.  It does not matter whether the agent under question is an authority figure, in a high emotional state, or a close relative for the same necessary condition, for being morally responsible applies to everyone.  Compatibilist theories, on the other hand, claim that it is possible to be morally responsible for one’s character and actions even if one’s characters and actions are determined by the laws of nature and the distant past.  Real self compatilibist views claim that a person is responsible only if their actions stem from, for example, either the part of the self with which they identify,
 or their values.
  On both views, Knobe and Doris claim, a single invariant standard is operative.  Reasons-responsiveness compatibilist views claim that people are responsible only if their actions are the result of a process that is sensitive to moral reasons in the proper ways.
  On both views, Knobe and Doris claim, a single invariant standard is operative.  

The way Standard Theorists go about building and defending their theories is in large part through the method of cases.  It is counted as a virtue of a Standard Theorist’s account of moral responsibility conditions if the verdicts the theory gives on a wide array of cases accord with our ordinary judgments about whether a person is morally responsible.
  If, for example, a theory of moral responsibility says that people are always responsible for actions they commit in their sleep, this would be to the detriment of the theory, because surely we are not always morally responsible for things we do when we are unconscious.
  Such a theory would be rejected by Standard Theorists because it violates our ordinary belief that we are not always responsible for things we do in our sleep.  

The Conservativist Assumption is therefore operative in the Standard Theorist’s methodology in roughly the following way.  First, a Standard Theorist reflects on her (and others’) ordinary beliefs about moral responsibility, considering her judgments about specific cases.  Second, she develops a theory of the conditions of moral responsibility that she thinks, among other things, accord with her considered judgments about specific cases.  Third, her theory is tested by other philosophers using the method of cases: if her theory gives “the wrong answer” about whether someone is responsible in a given case (cases that often result in what one philosopher has called “freak show philosophy”), then that is a strike against her theory.  If her theory accords with our ordinary judgments about cases, that is a virtue of her theory.  Fourth, if possible, the Standard Theorist revises her theory in order to accommodate a wider range of previously-unaccounted-for ordinary beliefs about moral responsibility.

At both ends of this process of theory development is the metaphysical assumption that there is a single set of invariantist conditions of moral responsibility that we are all looking for and the methodological assumption that the single set of invariantist conditions accord with our ordinary beliefs about moral responsibility and if we have a theory that accords with our ordinary beliefs about moral responsibility, we have good reason to think we are close to a correct view of the conditions under which persons are morally responsible.
II. The Empirical Conclusion

Given the research program of the Standard Theorists, if a good theory of the conditions for moral responsibility is to accord with our ordinary judgments, then the most expedient way to arrive at a good theory is to figure out what people’s ordinary judgments about moral responsibility are and develop a theory based on those judgments. These ordinary judgments, Doris and Knobe claim, are the sorts of things that can be discovered and systematized by an empirical psychology.  The conclusion they draw having examined the empirical literature, however, is that people do not draw on a single, unified theory when they attribute responsibility.  Rather, the criteria people use when making these judgments are affected by at least three kinds of factors: how the relevant case is framed when presented to the judge, the moral status of the behavior, and the relationship between the person being judged and the person doing the judging.  I will briefly rehearse some of the relevant literature on the first two factors.
Abstract and Concrete Framing


In a 2005 study
 subjects were presented with the following vignette and asked whether the agent in the story was blameworthy:

Imagine that in the next century we discover all the laws of nature, and we build a 
supercomputer which can deduce from these laws of nature and from the current 
state of 
everything in the world exactly what will be happening in the world at any future time.  It 
can look at everything about the way the world is and predict everything about how it 

will be with 100% accuracy.  Suppose that such a supercomputer existed, and it looks at 
the state of the universe at a certain time on March 25th, 2150 A.D., twenty years before 
Jeremy Hall was born.  The computer then deduces from this information and the laws of 
nature that Jeremy will definitely rob Fidelity Bank at 6:00 PM on January 26th, 2195.  As 
always, the supercomputer’s prediction is correct; Jeremy robs Fidelity Bank at 6:00PM 
on January 26th, 2195.

The overwhelming majority of subjects (83%) stated that Jeremy was blameworthy for the robbery, and similar results were obtained by three other studies.  To the Standard Theory Compatibilist, this might be seen as vindication—being responsible in a deterministic world is not a violation of our ordinary beliefs after all!

But in another study
 subjects were told about a Universe A, which unfolds deterministically, and were presented with one of the following cases:
(i) In Universe A, is it possible for a person to be fully morally responsible for their actions?

(ii) In Universe A, a man named Bill has become attracted to his secretary, and he decides that the only way to be with her is to kill his wife and 3 children.  He knows that it is impossible to escape from his house in the event of a fire.  Before he leaves on a business trip, he sets up a device in his basement that burns down the house and kills the family.


Is Bill fully morally responsible for killing his wife and children?
Subjects’ responses in the two cases reveal a startling asymmetry.  In Case (i) only 5% of the subjects said it was possible to be fully morally responsible in a deterministic universe, whereas in Case (ii) 72% of the subjects said that Bill was fully morally responsible even though he is living in a deterministic universe.

What appears to be going on here, claim Doris and Knobe, is that the manner in which a case is framed can determine the set of criteria people use in making judgments of responsibility.  In abstractly framed case, subjects appear to be utilizing a broadly incompatibilist set of conditions for moral responsibility, where in the concretely-framed cases, subjects appear to be utilizing a broadly compatibilist set of conditions.  But if this is the case, then ordinary judgments of responsibility are not invariantist—the same set of criteria is evidently not being applied in each and every case.
Moral Status of the Behavior

The Emotion Asymmetry

In their (2003), Pizzarro, Uhlmann and Salovey presented subjects with various vignettes about agents who engage in morally bad acts.  In one case, subjects are told about an agent who commits a bad act in a high emotional state. 


Because of his overwhelming and uncontrollable anger, Jack impulsively smashed 
the window of the car parked in front of him because it was parked too close to 
his.

Another class of subjects was presented with a vignette about an agent who commits the same bad act but in a low emotional state.


Jack calmly and deliberately smashed the window of the car parked in front of 
him because it was parked too close to his.

The results of the study show that subjects attributed considerable less blame to the agent acting out of a high emotional state than to the agent acting out of a low emotional state, even though in both cases the agent commits the same bad act.  Another class of subjects was given another vignette about an agent who commits a morally good act by giving a homeless man his jacket in the freezing weather either “impulsively” or “calmly and deliberately”.  In this case, there was only a negligible difference between the praise the agent received in the low-emotion state and the high-emotion state.  Therefore it appears that high-emotion states mitigate blame, but not praise.  What this suggests, Doris and Knobe conclude, is that people use one set of criteria to assess good acts and another set to assess bad acts.


But according to IA, it seems natural to suppose that whether a person is morally responsible for a behavior or not should not depend on whether the behavior is good or bad.  A theory would be variantist if it gave one set of criteria of responsibility for good acts and another set of criteria for bad acts and therefore if our ordinary judgments about responsibility are invariantist, we should expect to find the people use the same criteria in assessing responsibility for both good and bad acts.  But as Doris and Knobe argue, this is not what the research suggests.

The effect of consequences

In what has become a classic study, Walster (1966) presented each of two classes of subjects a story about a man who parks his car atop a hill and puts on his emergency brake. He had previously known that he needed his brake cables to be serviced, but he neglected to do so.  The car rolls down the hill, causing an accident.  One group of subjects was told that the accident caused mild harm: a bystander’s car’s fender was damaged.  The second group of subjects was told that the accident caused severe harm: a young child was seriously injured.  Subjects were then asked to determine whether the man had acted negligently and whether he was to blame for the accident. Both test groups believed the man to be equally negligent.  However, subjects in the mild harm case attributed less blame than subjects in the severe harm case, even though in both cases the harm was due to an accident.  If correct, then it looks as if people use a different set of criteria in assessing responsibility when the consequences of an act are severe than they do when the consequences are mild.

The upshot of all this, claim Doris and Knobe, is that there does not appear to be a single set of invariantist criteria that comprise folk judgments about moral responsibility.  If this is the case, then we would expect that many different people, holding perhaps widely divergent ordinary beliefs, would arrive at widely divergent theories of responsibility.
  And so if we maintain our conservative method, we will end up with a number of different theories about moral responsibility, each derived from a different set of blame attribution criteria.  To do so would be to reject IA.
III. Conceptual Integrity and Consistency

I want to raise two objections to Knobe and Doris’s move from the empirical literature to the Empirical Conclusion.  As Nelkin has pointed out,

[J]udgments of responsibility depend on people’s concept of responsibility and 

also on their understanding of the facts in the relevant cases, which can include 
both case-specific features and also general empirical assumptions.  People can 
make mistakes about all of these things, and subjects and experimenters can 
differ in unanticipated ways on the facts as presented in various vignettes.

This means that in devising these experiments, if the goal is to assess and systematize the ordinary judgments of people about the conditions under which agents are morally responsible, then we had better make sure that the test subjects are actually issuing judgments about that and not something else.  In other words, in constructing these studies, the experimenters should be striving for both conceptual integrity and conceptual consistency.  Let me explain.

For a study to have conceptual integrity its construction must be aimed at making sure that the test subjects are issuing judgments on the sorts of things that the experimenters think they are testing. For example, if the experimenters believe that the subjects are issuing judgments about x, but the subjects are actually issuing judgments on some related but relevantly distinct concept, y, then the study fails to achieve conceptual integrity.   So if the conclusion of these aforementioned studies is that people do not use a single set of criteria for attributing moral responsibility, then they must ensure that this is, in fact, what the subjects are issuing judgments about.  But there are many related concepts that test subjects might be using when they are asked if an agent is morally responsible.  For example, the method of questioning used by the experimenters in the above studies is to ask test subjects ‘whether agent x is morally responsible for y’.  But how could experimenters know that their subjects have not associated the concept of ‘responsibility’ with any one of the following related concepts?
(1) Role Responsibility (the fulfillment of certain role-specific social duties)

(2) Causal Responsibility (being the cause of a certain act)

(3) Legal Liability (having broken the law and being liable to punishment for it)

(4) Blameworthiness
(5) Praiseworthiness

(6) Guilt for wrongdoing

(7) Desert of punishment
Although these concepts are obviously related, studies have shown that subjects differ in their perceptions of these concepts—so much so that Critchlow concluded that “judgments of cause, responsibility, blame, and punishment, although related to each other [with correlations ranging from .20 to .70], should not be taken as measures of the same thing.”
  One reason for thinking that they should not be taken as measures of the same thing is that are the findings of Harvey and Rule (1978), who have shown that when subjects are asked to rate an actor who caused a harm along a number of responsibility-related dimensions, their responses revealed that judgments were made in two sets of distinct clusters, one associated with responsibility, and another associated with blame or moral evaluation.   In other words, the kind of responsibility-related concept one applies to a case plays a role in determining the nature of one’s judgment about that case.  This may mean that the criteria people use in attributing blame are different than the criteria people use in attributing moral responsibility.
  

The studies discussed above, therefore, may fail the test of conceptual integrity for two reasons.  One, there is sufficient room for skepticism about whether the subjects in each case are using the same concept, the concept that is employed by Knobe and Doris in showing that ordinary judgments of responsibility criteria are not invariantist.  And second, even if they were using the same concept, we have reason to doubt that they are using the right concept.  The reason is simply that many of the studies do not even ask the subjects to judge moral responsibility, but rather, blameworthiness.  In fact, with the sole exception of the Nahmias, et al. study, all of the studies cited by Knobe and Doris ask subjects about an agent’s blameworthiness, and not their moral responsibility.  But if conclusions of the Harvey and Rule study are right, then a study that asks subjects about blameworthiness may provide different results than a study that asks subjects about responsibility.  The blame studies, then, would fail to meet the test of conceptual integrity because they are asking about the wrong thing in the first place!

The discrepancy in the studies just noted also explains why Knobe and Doris’s research program must also meet the test of conceptual consistency.  In order to show that people use divergent sets of criteria in attributing responsibility, they must ensure not only that each study has a level of conceptual integrity,
 but also that there is consistency between the studies.  Because one study is not sufficient to show that IA is false, a number of studies, using a number of methodologies, would be needed.  The consistency requirement demands that each study be developed so that it engenders judgments about the same concept.  As I have already shown, however, the body of literature that Knobe and Doris cite is not conceptually consistent.
 Some studies are testing judgments about blame, others about responsibility.  And I think it is quite likely that in cases where property is damaged for the law is transgressed, for example, other responsibility-related concepts like desert and legal liability may also be in play.  

But even if they are not, we are still left with the following conclusions.  First, we have little reason to think that the test subjects are employing either the relevant responsibility concept or are doing so in concert.  But this is necessary if Doris and Knobe want to draw the conclusion that folk judgments are not invariantist.  Otherwise, the Standard Theorist is right to retort, “You say people’s criteria aren’t invariantist. Not invariantist about what?  Show me that your subjects are thinking about what I’m thinking about and I’ll listen.”  Unless we have good reason to think that the subjects are issuing judgments about the same thing (namely whether an agent is morally responsible), and that they are issuing judgments on the same things that the experimenters think they are issuing judgments about, it illicit to draw any conclusion about the criteria they use.  Second, the body of literature does not speak with one voice so long as the studies are fragmented.  It is unwarranted to infer conclusions about the criteria of responsibility judgment from studies that were designed to test blameworthiness judgments, especially in light of findings like those of Harvey and Rule.

I would briefly like to raise an additional methodological worry about these studies.  In the moral status studies discussed above, subjects are asked to rate either actions or intentions according to their degree of blameworthiness and praiseworthiness.  Because there is an asymmetry in the degree of blame or praise subjects attribute to agents, Doris and Knobe claim that this indicates that people do not use an invariantist set of attribution criteria.  But this does not follow.  There is nothing in the claim that people use different standards in determining how much blame or praise to attribute to an agent that supports the claim that people use different standards in determining whether someone is morally responsible at all.  

Here’s why. Presumably, being blameworthy or praiseworthy is a sufficient condition for being morally responsible.  This means that whatever the criteria happen to be that people use to attribute praise and blame, once these criteria are met, then because being praiseworthy and blameworthy is sufficient for being responsible, then those criteria are met as well.  But the degree to which an agent is blamed or praised or whether the valence of consequences can mitigate the force of blame and praise is irrelevant to whether a person is judged responsible at all.
  When a philosopher gives a set of conditions for moral responsibility she is meaning to give a set of conditions for being responsible.  If an agent meets those conditions then the agent is responsible, otherwise he is not.  But I know of no invariantist theory of moral responsibility that claims that there are invariantist standards for attributing degrees of blame.  Certainly, situational and relational features can affect the force of praise and blame.  A wife may temper her blame of her husband for some wrongdoing out of her devotion to him, but this does not change the fact that she may still judge him morally responsible for that wrongdoing.  If this is right, then those studies that ask subjects to rate the degree of blame or praise of which a person is worthy cannot, even in principle, show that there is not a single invariantist set of criteria of moral responsibility that is used in ordinary judgments.  Therefore, I conclude that the asymmetry studies that Knobe and Doris cite in their defense of variantism about responsibility do not support their Empirical Conclusion.
My defense of invariantism about moral responsibility has been largely negative, in that I have only shown that Doris and Knobe’s arguments against it fail.  First, they fail because we are justified in being skeptical that each study enjoys conceptual integrity.  That is, we have good reasons to doubt that the subjects in each study are making judgments about moral responsibility and not some other responsibility-related concept.  Second, the studies fail to be conceptually consistent as a whole; rather, they are fragmented by different target concepts.  And finally, I have argued that a large portion of the Knobe and Doris studies (i.e. the asymmetry effect studies) fail to show that there is not an invariantist criteria of folk responsibility attribution because all those studies show is that people do not use a single criteria for the degree of blame and praise they attribute.  But because an invariantist theory of responsibility is not necessarily committed to an invariantist criteria for determining the force of blame and praise, this is not a strike against invariantism.  None of these criticisms, of course, show that there is an invariantist criteria of folk responsibility attribution.  In fact, the empirical studies may reveal that there is no such thing.  However, if they do, that body of supporting literature would have to enjoy both a conceptual integrity and a conceptual consistency, neither of which it does presently.
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and Littlefield.
� Knobe and Doris (forthcoming)


� In Nelkin’s (2007) reconstruction of these assumptions, she uses the terms “Unity Assumption” and “Fit Assumption” to denote what I have called the Invariantist and the Conservativist Assumptions, respectively.  For purposes of consistency, however, I will use Knobe and Doris’s (forthcoming) own terminology.   My characterizations of the assumptions differ from hers as well.


� I borrow this term, but not her characterization of what the term describes, from Nelkin (2007: 247).


� Knobe and Doris (forthcoming)


� For more on different ‘kinds’ of moral responsibility see e.g., Watson (2004: ch. 9) and Zimmerman (1988: ch. 1)


� For more on excuses and justifications see J.L. Austin (1956-7).


� See Frankfurt (1998)


� See Watson (1975)


� See Fischer and Ravizza (1998)


� As Knobe and Doris (forthcoming) note, hard incompatibilism may be a notable exception but suggest that the view’s relative unpopularity may be due to its violation of the Conservatist Assumption.  In fact, Perebom (2001: esp. pp. 199-213) devotes much energy to showing how such a view is not in as much of a blatant violation of the Conservatist Assumption as many people think.  


� We may be responsible for some things we do when we are asleep if, for example, we have a known past of committing violent acts in our sleep and have not taken any precautions to prevent it from happening again.  At any rate, we are not always responsible for things we do when we sleep.


� Namias, Morris, Nadelhoffer, and Turner (2005)


� Nichols and Knobe (2005)


� Doris and Knobe also cite studies that reveal intention and action asymmetries and side-effect asymmetries.  The intention/action asymmetry reveals that bad actions receive more blame that good actions receive praise, but bad intentions receive twice as much blame as good intentions receive praise. See Malle and Bennett (2004)  The side-effect asymmetry reveals people give persons who engage in acts that have bad unforeseen side-effects a high degree of blame, whereas they give persons who engage in acts that have good unforeseen side-effects a low degree of praise.  See Knobe (2003).  As Doris and Knobe see things, what these asymmetries show is that people use different criteria, depending on whether they are assessing acts or intentions in the first case, or bad unforeseen side-effects or good unforeseen side-effects, in the second case.


� In fact, Knobe and Doris (forthcoming) briefly suggest this as one explanation as to why there are widely different views about the conditions for moral responsibility among philosophers: different groups of people with different ordinary beliefs about moral responsibility operating on the method of CA construct theories and then argue about whose ordinary beliefs are authoritative.   The result: what Fischer (1994:83-85) has called “dialectical stalemate”.


� (2007: 251)


� For further explanation of these responsibility-related concepts see Hart (1968: ch. 9).


� (1985: 271)  More a meta-analysis of 75 responsibility attribution studies (some of which are those cited by Knobe and Doris) see Robbennolt (2000).


� Lest the variantist reply “See, people do apply a variantist criteria—they apply one criteria for blame and another criteria for responsibility.” But this by itself would not show that the Invariantist Assumption is false, for strictly speaking, a theory of blameworthiness is not a theory of moral responsibility.





� I say that a study must meet a certain ‘level’ of conceptual integrity.  All I mean to suggest by this is that we need not demand that every single person posses the exact same conceptual content.  That would be too austere.  I am only assuming that we need an appropriate threshold of integrity and that we have good reason to think that the Knobe and Doris studies do not meet it.  I will not offer a criterion for what the appropriate amount is.


� [blinded] raised a point similar in conversation.
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